
Recognize Everyone’s Interests: 
Corporate Ethics, Driverless Cars and the New Trolley Problem 

ABSTRACT
I defend a recognize-everyone’s-interests solution to a corporate ethics dilemma about designing and manufacturing driverless cars. The dilemma relates to survey participants’ (1) belief that driverless cars should kill fewer people in unavoidable crashes in which cars face a choice about whom to kill or spare but (2) attitude that they would not buy a car that would kill them in order to spare a larger number of people (Bonnefon, et al., 2016). According to my argument, this dilemma derives from a shortcoming in the classic formulation of the trolley problem. The trolley problem assumes, without proving, that it is ethical to kill one person in order to spare a larger number of people (Thomson, 1985). I seek to establish the opposite claim. I call this endeavor—how to prove that it is unethical to kill one in order to spare five—the new trolley problem. My proportional-risk approach addresses it by requiring managers to recognize the interests of all people affected in unavoidable-crash scenarios: dividing the risk of harm among everyone exposed to that risk. Automatically killing one in order to spare five is unethical, then, because it ignores the interests of the single person. When controlled by the recognize-everyone’s-interests algorithm, cars will probably (but not automatically) kill fewer people. My approach thus solves the new trolley problem while satisfying both prongs of the dilemma about driverless cars. I conclude by discussing legal liability issues in implementing the recognize-everyone’s-interests algorithm in driverless cars.
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[bookmark: _GoBack]This paper is motivated by a problem concerning people’s beliefs and attitudes about the ethics of driverless cars. Empirical researchers discovered that people’s beliefs (that driverless cars should kill fewer people when they face a choice about what to do) seem inconsistent with their attitudes (that they would not ride in a car that would kill them in order to save a greater number of people). I begin by (1) setting forth this research and explaining the problem it creates for corporate ethics. That problem is: if driverless-car manufacturers follow consumers’ volitions (that cars should not kill them in order to save a greater number of people), they will program cars’ algorithms in ways that consumers consider to be unethical. In setting forth my solution to this problem, I explain how (2) a theoretical shortcoming in the so-called trolley problem appears to underwrite the inconsistency. I then consider the extent to which recent scholarship addresses the shortcoming and evaluate (3) an equal risk solution. Finally, I set forth (4) my proportional risk solution to both problems—the shortcoming in the trolley problem and people’s inconsistent beliefs and attitudes about driverless cars—and (5) discuss legal liability issues in applying this solution to driverless cars.
DRIVERLESS CARS
I begin by introducing (1.1) the problem with which I will confront driverless cars: the ethics of trade-off scenarios. Next, I discuss (1.2) recent empirical research regarding people’s beliefs and attitudes about trade-off scenarios that involve driverless cars. Finally, I describe (1.3) the problem that this research creates for corporate ethics.
Trade-off Scenarios
In recent years, ethicists have become interested in how driverless cars should respond to what I call trade-off crash scenarios, in which the loss of life is unavoidable but the cars face a choice about what to do (Johnson, 2015; Nyholm and Smids, 2016). Consider, for example, a driverless car carrying one passenger that approaches a semi-trailer truck stalled on the road, to the right of which is a group of four pedestrians and to the left of which is one pedestrian. In this trade-off scenario, the car must either swerve left, killing one pedestrian, swerve right, killing four pedestrians, or crash into the truck, killing the passenger. 
To decide whom to kill and spare in such scenarios, driverless cars rely on algorithms built by human beings. The cars’ decisions are ethical only if the algorithms align with human ethics (Soares and Fallenstein, 2014; Russell, Dewey, and Tegmark, 2015). Recent research has noted that algorithms for driverless cars face a particular challenge in this regard (Nyholm and Smids, 2016). Humans typically make life-and-death decisions (such as whether to swerve left, swerve right, or crash into the stalled truck) in the heat of the moment, without consulting with others. Algorithms, by contrast, are produced over time and by many people. Although this difference could be considered problematic for aligning algorithms with human ethics (Nyholm and Smids, 2016: 1280-82), I argue that the algorithm design presents an opportunity to improve driverless cars’ decisions vis-à-vis typical human decision-making. Whereas people could regret decisions made in the heat of the moment or regard—after the fact—their decisions as having been unethical (Williams, 1981) driverless cars have the power to make decisions that human beings can endorse as ethical both before and after they are carried out. That is to say: people’s reflection and debates about what is the ethical thing to do in trade-off scenarios can empower driverless cars to make decisions that are better thought out, more stable, and—perhaps—more ethical than those achieved in ordinary human decision-making.
Empirical Research
A survey of 1,928 Amazon Mechanical Turk users presents a foundational problem for such reflections, however. The problem is that people seem unwilling to buy driverless cars that are programmed to make decisions that they consider ethical (Bonnefon, et al., 2016). In response to questions concerning the algorithms that control driverless cars, participants indicated that they believe driverless cars should (ethically speaking) kill fewer people in trade-off crash scenarios. This belief is in line with consequentialist ethics in the sense that consequentialism exhorts people to do whatever action produces the best outcome (Bentham, 1789) and killing fewer people seems like the best outcome in a trade-off scenario. Participants also indicated, though, that they did not wish to purchase cars that were programmed to kill them so as to save (a greater number of) other people (Bonnefon, et al., 2016). 
This attitude vis-à-vis the kill-fewer-people algorithm has two possible implications. First, it could suggest that participants wish, selfishly, to use only those products that subordinate all other concerns to their self-interest. On this implication, participants demand a passengers-over-pedestrians algorithm. Second, though, participants’ hesitation to ride in driverless cars that have been programmed to kill fewer people could indicate that they do not wish to have their interests absolutely or automatically subordinated to those of more numerous groups. Rather, they might wish for the algorithmic decision-making process to show equal concern and respect (Dworkin, 1973) for their outcomes in trade-off decision making or simply to recognize their interests (Habermas, 1979; Williams, 1992). On this implication, participants demand an equal-concern-for-outcomes- or a recognize-everyone’s-interests algorithm, respectively. 
The Problem for Corporate Ethics
The inconsistency between what people believe is the ethical thing to do and what they are personally willing to do is of interest to corporate ethicists because of the problem it presents for businesses that design and manufacture driverless cars. The empirical evidence discussed above suggests that such businesses should produce (what people believe are) unethical algorithms if they wish for consumers to purchase their products. From a corporate ethics perspective, though, it seems unethical for businesses to make products that consumers believe to be unethical. The work for corporate ethicists, then, is to offer an account of an algorithm for driverless cars that comports both with consumers’ ethical beliefs and with their attitudes about what they would be willing to buy. 
Four alternatives for this account are suggested above: kill fewer people, equal concern for outcomes, recognize everyone’s interests, and protect passengers over pedestrians. These algorithms will be tested using the standards of best consequences, equal concern and respect, recognition, and self-interest. The standards will be applied to the problem of trade-off scenarios using approaches modeled on these standards: consequentialism, equal risk, proportional risk, and egoism, respectively. Because consequentialism and egoism seem unsuited prima facie to resolve the dilemma—consequentialism conflicts with consumers’ attitudes and egoism conflicts with consumer’s ethical beliefs—they will not be probed as deeply as the other two approaches.
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THE TROLLEY PROBLEM(S)
I begin the work of identifying an algorithm for driverless cars that is both ethical and practicable by probing the source of Bonnefon, et al.’s dilemma: the treatment of consequentialism in the classic trolley problem in ethics (Foot, 1967; Thomson, 1976; Thomson, 1985). In this section, I describe (2.1) how a shortcoming in this treatment underwrites the dilemma that Bonnefon, et al. (2016) purport to uncover. Then, I explain the seeds of a solution to this shortcoming in (2.2) a recent (Thomson, 2008) revision to the problem. I call this revision the new trolley problem. I conclude by explaining how the new trolley problem leads to consideration of the equal risk approach.
The Classic Trolley Problem
	The trolley problem is a well known philosophical thought experiment that describes three trade-off crash scenarios involving an out-of-control trolley rushing towards five people trapped on a trolley track. In the first trade-off scenario, the trolley’s driver must decide whether to steer the trolley onto another track where one person is trapped. In the second scenario, a bystander must decide whether to switch the trolley to another track (using a lever at the side of the track) where one person is trapped. In the third scenario, a bystander must decide whether to push a person in front of the trolley to stop it from hitting the five people. The “problem” of the trolley problem is not figuring out what is ethical to do in each of these scenarios (Thomson, 1985). Rather, the problem is that no single ethical theory matches people’s intuitions about what action is ethical in all three scenarios. In particular, neither consequentialism (kill fewer people) nor deontology (do not kill) seems to fit all three bills (Thomson, 1985). 
Corporate ethicists have used the trolley problem to address a variety of applied problems in business: whether to produce drugs that save few or many (Lanteri, Chelini & Rizzello, 2008); when employees respond emotionally to stressful work circumstances (Dedeke, 2015); how the difference between “personal” and “impersonal” moral violations should inform ethical decision-making (Cropazano, Massaro & Becker, 2017). Recently, several theorists have proposed to apply this thought experiment to how driverless cars’ algorithms make decisions about trade-off crash scenarios (Lin, 2016; Nyholm and Smids, 2016). This application differs somewhat from the trolley problem’s “problem.” Whereas the trolley problem focuses on indecision concerning which ethical theory holds in all three scenarios (Thomson, 1985), corporate ethicists who use trolley-style scenarios to evaluate ethical questions about driverless cars exclusively focus on whether it is ethical for the driver to divert the vehicle from the killing-five- to the killing-one route. In recommending ethical algorithms for driverless cars, then, corporate ethicists need consider only the perspective of the entity powering those cars, not bystanders who might encounter a runaway trolley (or driverless car!) on the road.
Philosophical approaches to the trolley problem’s “problem” appear to share a distinctive shortcoming, which undermines theorists’ efforts to use the trolley problem to ensure that driverless cars are ethical. That is, the trolley problem assumes that everyone evaluates the three scenarios in the same manner, i.e. that everyone shares their intuitions about which actions are ethical (Thomson, 1985: 1395). In the first (“driver”) and second (“bystander”) scenarios, theorists assume that it is ethical to kill one in order to spare five (and that everyone agrees). In the third (“person”) scenario, they assume that it is unethical to kill one in order to spare five (and everyone agrees) (Thomson, 1985). 
The problem with these assumptions is that they fail to acknowledge the ethically fraught nature (Williams, 1972) of what I call trade-off scenarios. In trade-off scenarios, decision makers choose whether to exchange bad situations for different, but also bad, situations. The trolley problem trades one life for five; both possible outcomes involve people dying. Using the very ethical theories that underwrite the trolley problem, then, it seems implausible that every person would resolve the trade-off in the same way. Theorists assert that people have consequentialist intuitions—kill fewer people—about certain scenarios (e.g., the first two described above) and deontological intuitions—do not kill—about others (e.g., the third) (Thomson, 1985). Thoroughgoing deontologists, though, could plausibly evaluate the first two scenarios using their do-not-kill rationale, recommending that the driver not turn the trolley and that the bystander not pull the lever; thoroughgoing consequentialists could require the bystander to push a person in front of the runaway trolley to prevent it from killing five.
I argue that Bonnefon, et al. (2016)’s dilemma imports this shortcoming of the trolley problem: Bonnefon, et al. fail to acknowledge that the fraught natures of the decisions people face in trade-off scenarios complicates the ways in which people respond to them. Although most of their participants have responded that driverless cars should, ethically speaking, kill fewer people (Bonnefon, et al., 2016), the survey does not capture the nuances in responses participants might have had. Even as they claim that driverless cars should kill fewer people in trade-off scenarios, for example, participants might think that steps should be taken better to protect passengers in accident scenarios: making the cars sturdier, installing stronger internal restraints, never travelling at unsafe speeds.[footnoteRef:2] Participants might have indicated that they would not ride in driverless cars programmed to kill fewer people, moreover, either because they think that passengers should always receive priority over pedestrians or because they think that the algorithm should not discount passengers’ interests whenever the trade-off involves fewer passengers than pedestrians, as broached above. In short, reducing people’s beliefs and attitudes about driverless cars to a bald dilemma misleadingly oversimplifies the decisions they face: just as the trolley problem misleadingly oversimplifies the decisions that drivers and bystanders face in their confrontations with runaway trolleys (Margolis, 2004; Millar, 2017). [2:  I thank Gary Rosenkrantz for a closely related point.] 

The New Trolley Problem
In a 2008 paper that has been much less noted than Thomson (1985), Thomson reconsiders the problem in a way that helps to clarify this shortcoming. [footnoteRef:3] Most significantly for my purposes, she acknowledges that there is a genuine ethical question about what is the ethical thing to do in the driver scenario (Thomson, 2008). She demonstrates the ethical conflict by adding a second scenario. In the new scenario, the driver faces two turn-offs from a track where four[footnoteRef:4] will die: one in which one person will die and one in which the driver will die. In response to the question of whether the driver must self-sacrifice in order to save five people, if given the chance to, Thomson demurs (2008: 371). According to her view, drivers need not self-sacrifice to save the four people; because they are unwilling to self-sacrifice, though, they are forbidden from killing someone else to save the four people.  [3:  Thomson’s motivation for the further scrutiny differs from the rationale I have provided. She claims to have been convinced by a Ph.D. student’s dissertation that the trolley problem is a “non-problem” (2008: 363-64).]  [4:  I have modified the new problem from five people on the track to four people on the track so as to keep the total number of people constant (which is useful for the proportional risk approach, discussed below). I do not believe that this minor change would alter Thomson’s analysis of the case.] 

Thomson advises that drivers may flip a coin to decide between themselves and the single person on the turn-off. Other theorists share this view that in a choice between killing one person and killing another person, decision makers should flip a coin to decide (Parfit, 1978: 300-01n17); Kamm, 2013: 152). On Thomson’s (2008) view, then, drivers need not (automatically) self-sacrifice when presented with a choice between their lives and other people’s lives. They need automatically self-sacrifice neither when the choice is between their own lives and one other person’s life nor when the choice is between their own lives and four other people’s lives. 
Thomson’s new scenario is especially illuminating as regards Bonnefon et al.’s article. In the dilemma they discuss, people appear to hold both (a) that it is ethical to kill one person in order to spare a greater number (say, four or five people) and (b) that they would be unwilling to die so that a greater number of other people might live. This dilemma suggests that the survey participants’ attitudes of not wishing to ride in a driverless car that is programmed to kill them (when doing so will allow a greater number of people to be saved) is unethical: just as the set-up of the original trolley problem suggests that it is unethical to allow a greater number of people to die so as to avoid killing one person. The two-turn-off scenario, and Thomson’s analysis of it, offers reason to think that this attitude is not unethical. The two-turn-off scenarios that is to say, brings out the ethically ambiguous nature of the original scenario. Neither allowing four or five people to die, nor killing one, nor self-sacrificing is obviously the right thing to do. Thus, it appears that a decision maker (human being or algorithm) should not do either automatically and it is not unethical to refuse to sacrifice one so that four (or five) can survive. That is to say: decision makers may, ethically speaking, choose to save one even when they could save five instead. Providing a rationale for this view is what I call the new trolley problem.
This problem begins in Thomson’s (2008) paper but does not end there. As in the original trolley problem (Thomson, 1985), Thomson (2008) relies on intuitions (that she assumes to be shared) rather than providing a rationale to support the view that the driver may refuse to kill one person in order to save five people. To evaluate whether this view is justified, then, I must find a rationale that it explains it. In the next two sections, I investigate candidate rationales: the equal risk- and proportional risk approaches.
EQUAL RISK
The first possible rationale for the view that decision makers may refuse to kill one so that four (or five) might live is the equal risk approach. This approach is found in the paper from which Thomson appears to take her recommendation that decision makers flip a coin in such trade-off scenarios: Taurek (1977). In this section, I discuss (2.1) the concepts underlying this approach, equal concern and respect, as well as (2.2) a key weakness facing this approach, the extreme cases objection. Finally, I raise (2.3) a further concern about equal risk in the context of ethically evaluating driverless cars.
Equal Concern and Respect
	Taurek (1977) addresses a problem that relates, but is non-identical, to the trolley problem (Thomson, 1985). In Taurek’s (1977) scenario, a decision maker also must decide between saving one and saving five. Taurek’s decision maker, though, concerns six patients who need a life-saving drug.  One of the six must have all of the drug in order to survive. The other five require one-fifth of the drug, each (Taurek, 1977). Like Thomson’s (2008) decision maker, Taurek’s (1977) decision maker has no relationships with, and knows nothing about, any of the six people.  
Taurek (1977) proposes that the decision maker should flip a coin to decide who receives the life-saving treatment: heads, the drug is divided between the five; tails, the one who needs all of the drug receives it. In making this proposal, Taurek does not suggest that killing five people (rather than one) is the right thing to do. Rather, he offers reason that people may not automatically kill one to spare five. Taurek argues that the coin-flipping solution, unlike the solution of giving the drug to the five because they are more numerous, shows equal concern and respect (Dworkin, 1973) for the six sick people (Taurek, 1977: 303). Showing equal concern and respect for the members of a group of people affected by a decision involves treating them as similarly (a) entitled to receive available benefits and (b) obliged to bear unavoidable burdens (Dworkin, 1973). 
In this case, the benefit of the drug is not universally available (Taurek, 1977). Accordingly, everyone must bear some risk (1/2) that they will not be treated and will die. From the standpoint of equal concern and respect, the number of people who gain access to the drug—one or five—is not crucial. What matters is that the outcome shows equal concern and respect for everyone whom the decision affects. Flipping a coin exposes all of the sick people to a 1/2 risk that they will not receive the life-saving drug (Taurek, 1977).
	In the context of the classic trolley problem, equal risk appears to recommend flipping a coin to decide whether participant should (a) allow the runaway trolley to carry on the track where five people are trapped or (b) divert the trolley to the turnoff, where one person is trapped. As in the medicine case, flipping the coin exposes all of the trapped people to a 1/2 risk of death. The single person is not automatically killed in order to save the more numerous group. In the new trolley problem, Thomson (sometimes) advises flipping a coin to decide whether the driver (i.e., the decision maker) or the single pedestrian will live. Flipping the coin exposes each person to a 1/2 risk of death, in line with the equal risk approach. To demonstrate equal concern and respect for all of the six people affected by this decision, Taurek (1977) might require decision makers to flip a three-sided coin (or the like) such that each person would enjoy a 1/3 risk of death.
The Extreme Cases Objection to Equal Risk
	So as better to understand the equal risk decision-making procedure, I next evaluate a key objection to this procedure. As suggested above, Taurek holds a different position from virtually everyone who has written on this topic. His view has, accordingly, been extensively criticized: immediately following its publication (Parfit, 1978; Kavka, 1979), in the forty years since then (Barry, 1995; Scanlon, 1998; Unger, 1996), and more recently (Halstead, 2016; Henning, 2015; Segall, 2016). In this section, I focus on Taurek’s difficulties in evaluating extreme cases. I then summarize the upshot of this objection for the equal risk rationale that decision makers may spare one person even when they could spare five instead.
	The main problem is as follows. Taurek says that he would prefer a coin-flipping resolution even in a decision between saving one or saving fifty with the same amount of drug (Taurek, 1977: 306). He does not, though, indicate whether he would retain his position in a one-to-500 or one-to-50,000 decision. This is potentially a defect of the view. At some point, it seems absurd not to take the numbers into account (Kamm, 1985; Lubbe, 2008).
	Would Taurek argue that the concepts of equal concern and respect require decision makers to flip a coin to decide whether to provide a drug either (a) to one person who needs all of it in order to survive or (b) to 50,000 people, each of whom need 1/50,000th of the drug in order to survive? He could argue that in this case, equal concern and respect suggest that the 50,000 people should each receive the share of the drug they need in order to survive—on the grounds that flipping a coin to make the decision gives too little weight to their interests and wrongly overvalues the interest of the one person who needs all of the drug in order to survive (Kamm, 1985; Hirose, 2004). Then again, he might insist that equal concern and respect require the decision maker to value the interest of the one person alongside those of the 50,000 people. Otsuka, for example, defends Taurek by noting that a coin flip views everyone’s claims as equally important (Otsuka, 2000). Such controversies suggest the limitations of the concepts of equal concern and respect to evaluate extreme cases.
		In sum, the equal risk approach brings up a compelling point about equal concern and respect. The idea of equal concern and respect, as expressed by the coin flip decision-making procedure, does much to support the position that decision makers may choose to save one even when they could save five instead (i.e., to solve the new trolley problem). Although adept at navigating the save-one-or-five question associated with this problem, equal risk encounters difficulties in extreme cases in which decision makers must choose whether to save, e.g., one or a million. Even if such scenarios seem unlikely to arise for driverless cars, they are worth considering in terms of the insight they provide into what principle should govern all of the scenarios to which driverless cars are to be programmed to be able to respond. Some such scenarios could involve large pile ups and significant loss of life. A widely used algorithm’s decisions, moreover, would affect millions of lives.
A Further Concern about Equal Risk
		Finally, equal risk encounters a specific problem in the context of the present examination of driverless cars. That is: this approach seems simply unable to solve the problem for corporate ethicists detailed above. Whereas equal risk goes some distance to satisfy consumers’ preferences that driverless cars not automatically kill them whenever doing so will kill more people, it does nothing to satisfy consumers’ belief that driverless cars should (ethically speaking) kill fewer people. As such, I conclude that the equal risk approach’s highlighting of the importance of the concept of equal concern and respect remains valuable but the approach will be unable to solve the problem for corporate ethics I presented herein.
PROPORTIONAL RISK
In order to address trade-off scenarios in which the numeric consequences appear important (such as those in which a large number of people’s lives are pitted against a single life) while maintaining the basis in equal concern and respect that seems helpful in untangling people’s attitudes that they would not ride in a car that would sacrifice them in order to save a more numerous group (Bonnefon, et al., 2016), I turn to the proportional risk approach. This approach divides the risk of death proportionally among each of the people who are exposed to it. Several theorists have elaborated closely related views (Kamm, 1993; Scanlon, 1998; Timmerman, 2004) though none have applied them to the classic trolley problem, the new trolley problem, or ethical issues concerning driverless cars. The proportional risk approach recommends that, instead of (a) diverting, or nor diverting, a runaway trolley set to kill five to a turnoff where it will kill one or (b) flipping a coin to decide what to do, the driver should (c) use a probabilistic mechanism to make the decision in this case. The probabilistic mechanism could involve rolling a six-sided die, spinning a wheel of fortune partitioned into six sections, drawing lots from a choice of six, or the like. 
In the driver scenario of the classic trolley problem, the probabilistic mechanism creates a 1/6 probability of letting the trolley continue on its present track, thus sparing the single person on the turnoff, and a 5/6 probability of switching the trolley to the turnoff, sparing the five people on the present track. According to this solution, each person has the same probability of being spared: 1/6. Because each of the five people on the trolley track is saved whenever any of them is, however, their effective probability of being spared is 5/6. 
	One of the chief appeals of proportional risk is its ability to mediate between quantitative- and non-quantitative standards (Cureton, 2009; Lazenby, 2014) such as consequentialism and equal concern and respect, as discussed above. In defending proportional risk’s capacity to resolve the two problems upon which I have focused in this article, the Bonnefon, et al. dilemma and the (new) trolley problem, then, I consider the extent to which this approach satisfies concerns related to (4.1) consequentialism and (4.2) equal concern and respect. In the process of this consideration, I also evaluate problems in using these standards. Finally, I discuss the extent to which the concept underlying the proportional risk approach, (4.3) recognition, can address problems that arise in equal concern and respect once these concepts have undergone analysis. Finally, I apply the proportional risk approach to the new trolley problem.

Proportional Risk and Consequentialism
Unlike the equal risk approach, proportional risk takes the number of people whose lives are threatened into account. This allows it to capture values associated with consequentialism: choosing the action that will have the best consequences in terms of number of lives spared. Consider the classic trolley problem. From a consequentialist standpoint, pulling the original lever saves five with a probability of one (thus offering an expected value of five). The probabilistic mechanism approach, by contrast, has an expected value of 4 1/3 (saving five with a probability of 5/6 and saving one with a probability of 1/6). Consequentialists clearly prefer the original lever. Their preference for the original lever over the probabilistic mechanism is significantly weaker, though, than their preference for pulling the original lever over not pulling the lever (as not pulling the lever has an expected value of only one). It is also weaker than consequentialists’ preference for the original- over the equal risk (coin flip) lever, which has an expected value of three [(5 x 1/2) + (1 x 1/2)].
------------------------------
Insert Table 2 about here
------------------------------
In this sense, the proportional risk approach seems able to avoid the worry about extreme cases that stymied the equal risk approach (Lawlor, 2006; Lazenby, 2014; Gerken, 2016). In the 50,000-to-1 decision considered in the foregoing section, for example, consequentialism requires decision makers to choose track A over track B: A has 50,000 times better consequences than B. Under equal risk, there is an equal chance that each track will be chosen. Under proportional risk, though, there is a 99.8 percent chance that A will be chosen. Proportional risk is in this sense much closer to consequentialism in extreme cases than equal risk is. A consequentialist has, therefore, much less about which to worry as regards the proportional risk approach than as regards the equal risk approach.
The advantage of proportional risk over equal risk in terms of consequentialism, then, is that the former goes much further than the latter to satisfy the interests of consequentialists. Although consequentialists still prefer their own view to proportional risk all things considered, in the present context (resolving the Bonnefon, et al. dilemma) they may find it fruitful to move towards equal risk or proportional risk. They may be willing to move their views, i.e., in order to avoid Bonnefon, et al.’s dilemma. Consequentialists who refuse to move their view in order to avoid the Bonnefon, et al. dilemma, after all, have no option (with respect to this dilemma) other than to demand that people change their preferences about the kinds of driverless cars they are willing to buy.
Proportional Risk and Equal Concern and Respect
Proportional risk also goes some distance to satisfy the standard of equal concern and respect. Like the equal risk solution, proportional risk randomizes the risk of who lives and who dies: such that neither of an undesirable set of alternatives (letting five die, killing one, self-sacrificing) is automatically chosen. Proportional risk demonstrates equal concern and respect for each of the people affected by the probabilistic mechanism’s decision to the extent that it includes all affected parties in the decision-making process and each has the same importance. So, when six people are affected by the decision, each counts for 1/6 in proportional risk’s decision-making process. 
Trade-off scenarios do not risk the lives of all of the people affected by a decision in the same way. Rather, some lives are pitted against other lives. Those who survive do so, in this sense, only because others die. Proportional risk recognizes the fraught nature of such problems. The driver scenario in the classic trolley problem, for example, affects six people. Five of them are affected in the same way: all five will die, or all five be saved. Proportional risk takes account of the five people’s similar situation, summing their probabilities of being spared (Broome, 1998; Kamm, 1993; Scanlon, 1998; Timmerman, 2004). This decision-making procedure, then, gives the five people on the trolley track (effectively) a 5/6 chance of survival and the one person on the turnoff only a 1/6 chance of survival.  It counts each person at the same weight (1/6) but does not give each person an equal chance of surviving. The approach in this sense might fail to completely satisfy the standard of equal concern and respect.
To develop this point, contrast the proportional risk approach with equal risk with respect to chances of survival. Under equal risk, all of the six people affected in the driver scenario of the classic trolley problem have the same risk of death: 1/2. If decision makers use the proportional risk approach to adjudicate this scenario, though, five people have a 1/6 risk of death and one person has a 5/6 risk of death. Although proportional risk values all lives equally ex ante, its effective aggregation thus can produce quite disparate results ex post.
Some theorists argue that this effective aggregation allows proportional risk to meet the standards of (what, following Taurek, I have been calling) equal concern and respect (Scanlon, 1998; Timmerman, 2004); others argue that it undermines the approach’s ability to do so (Broome, 1998). Towards the idea that proportional risk meets the standards of equal concern and respect, Scanlon (1998) argues that the aggregation allows each person’s life to weigh on the decision. When fewer lives will be lost in one of the alternatives, then, decision makers should have a greater probability of selecting the alternative that saves the greater number (Scanlon, 1998). On his account, (what I call) proportional risk depends on the concepts of equal concern and respect to the extent that it aggregates people’s claims with similarly affected others in order to treat everyone’s claims (i.e., to treat each person) as having “the same moral force” (Scanlon, 1998: 232). 
Other theorists who permit the aggregation concede that it is morally important to prevent members of the more numerous group (who are spared when any of them is) from aggregating their claims as a matter of law (Timmerman, 2004). A decision-making procedure would aggregate the claims of the members of the more numerous group as a matter of law if, e.g., it assigned people disparate risks of death as individuals depending on whether they are part of the more numerous group or not. It is morally important to avoid aggregating the claims of members of the more numerous group as a matter of law because doing so would fail to show all of the people implicated in a trade-off scenario equal concern and respect “as individuals” (Timmerman, 2004: 110). The proportional risk approach does not aggregate people’s claims as a matter of law in the sense that it does not assign differential weights to the group as opposed to the individual. Rather, each person is assigned the same risk of death and the members of the group of five enjoy a greater chance of survival than the single person as a purely practical matter: because it so happens that all of them are spared by the same action (Timmerman, 2004: 111). 
These theorists’ endorsement of (what I call) a proportional risk approach over (what I have called) an equal risk approach can be bolstered in the following manner. In equal risk, the decision maker’s choice turns on the equality of the alternatives: each alternative receives equal weight (e.g., 1/2) independent of how many people are affected by that alternative. Equal risk does not, in this sense, appear to take specific account of each person who is affected by the decision. Scanlon (1998) and Timmerman (2004), though, attach equal concern and respect to people, not decision-making alternatives.
Other theorists argue that the aggregation associated with (what I call) the proportional risk approach prevents this approach from meeting the standards of (closely related concepts to) equal concern and respect. For example, Broome (1998) holds that the five people whom the risk affects in the same way do not—and cannot—choose to combine their lots with those of the others, i.e., in a manner that decision makers would need to respect. Rather, the (identical) way in which the decision affects them is incidental, independent of choice (Broome, 1998). Thus, the decision maker faces a straightforward choice between saving five and saving one. Granting one alternative greater weight (5/6) than the other (1/6) cannot be justified by “the fairness of equal chances” (i.e., by equal concern and respect) according to this rationale, then, because the people do not have an equal chance of survival (Broome, 1998: 960).  
I agree with Scanlon’s (1998) and Timmerman’s (2004) conclusions that decision makers may aggregate people’s chances of survival when the same decision spares more than one person’s life. I also endorse Broome’s (1998) claim that an argument from equality does not favor proportional risk (e.g., over the equal risk approach). To reconcile these claims, a different argument from Scanlon’s (1998) and Timmerman’s (2004) is needed. According to my analysis, it is Scanlon’s (2004) and Timmerman’s (2004) reliance on the concepts of equal concern and respect that weakens their arguments. The proportional risk approach does not satisfy equality in a robust sense (i.e., ex post, as broached above); thus, the argument from equal concern and respect is not persuasive. 
My analysis has also suggested, though, that the concepts of equal concern and respect suffer from a serious problem, which undermines their applicability in this context. That is: concern and respect are apparently quantifiable concepts (in that it seems possible to have a range of amounts of concern or respect for a person) that are, nonetheless, difficult to quantify. This difficulty can be demonstrated in the following manner. Each person is owed equal concern and respect as an individual. Does this mean that five people are owed five times the concern and respect that one person is owed? Or, rather, that five people are owed the same concern and respect that one person is owed? These questions have no clear answers: thus undermining the usefulness of the concepts of equal concern and respect in evaluating trade-off scenarios. Trade-off scenarios unavoidably involve quantities but the difficulties of quantifying equal concern and respect weaken decision makers’ abilities to use these concepts in their evaluations of trade-off scenarios.
Proportional Risk and Recognition
If decision makers cannot use the concepts of equal concern and respect to settle questions about whom to save and kill in trade-off scenarios, though, this does not mean that they have only consequentialism (or egoism) to adjudicate these issues. In place of equal concern and respect, I argue that decision makers in trade-off scenarios should avail themselves of the concept of recognition (Habermas, 1979; Hegel, 1820; Williams, 1992). In Hegelian thought, each person has a right to recognition, i.e., that other people will acknowledge that the person is entitled to a degree of respect for his or her point of view and a degree of protection of his or her interests (Williams, 1992: 240). 
Although the recognition view does not precisely delineate the way in which people must deliver respect and protection to one another (Williams, 1992) each person is entitled to respect and protection independent of what his or her point of view and interests happen to be. That means that people must respect and protect others’ points of view and interests even when the views and interests are very different from, or even oppose, their own. The concept of recognition requires, in this sense, decision makers to respect and protect all of the people involved in trade-off scenarios; it even requires the involved people themselves to respect and protect—as far as they can—the interests of the people whose interests are directly traded for their own.
Like equal concern and respect, discussed above, the concept of recognition seems essentially vague. If anything, the concept of recognition is vaguer than equal concern and respect, in the sense that it does not specify the extent to which others’ points of view must be respected and their interests protected. For example, the requirement to recognize other people’s points of view and interests does not appear to entail that people must sacrifice their own points of view interests to serve others. Importantly, though—and unlike the concepts of equal concern and respect—the concept of recognition does not seem quantifiable. Recognition is, rather, an attitude on the part of the decision maker; people affected by the decision maker’s choice are either recognized as rights bearers or not recognized as such. There is no “equal” recognition because recognition is not a quantity that can be meted out (or withheld) in smaller or larger quantities. As such, the concept of recognition seems well suited for sorting out what is the ethical thing to do in trade-off scenarios.
The standard of recognition underlies proportional risk in the same way that equal concern and respect underlie the equal risk approach. Proportional risk recognizes all of the people affected in trade-off scenarios as status bearers, who count towards the resolution of what is the right thing to do in the scenarios. The proportional risk approach empowers decision makers to save either the more numerous group or the single person in a trade-off scenario: so long as everyone’s interests are recognized. The approach recognizes these interests by counting all people in proportion to the whole, e.g., by counting each person as a 1/6 weight on the decision when six people are affected by the decision: as in the classic trolley problem and the new trolley problem.
Proportional Risk and the New Trolley Problem
	In the new trolley problem, the driver faces a decision between allowing a runaway trolley to continue traveling on its present course, in which it is set to strike and kill four people, to steer the trolley onto one turn-off, where it will kill one person, or to steer the trolley onto another turn-off, where it will kill the driver. Thomson argued that decision makers in this case need not self-sacrifice in order to save four people; thus, they may not kill one person in order to save the four people. Her intuitions in this sense seem consistent with the passengers-over-pedestrians algorithm, in which the interests of the person(s) in the vehicle (i.e., in the new trolley problem, the trolley driver) are valued more highly than any of the other people involved in a trade-off scenario.
	Thomson (2008) does not commit herself to a passengers-over-pedestrians (or any other) view, of course. She leaves her fascinating reflections unresolved; their unsettled provocation is a key motivation for this paper. And while the passengers-over-pedestrians view has (in a certain sense) intuitive appeal, I think there is good reason that she does not, ultimately, commit to this view. That is: ethically speaking, decision makers lack grounds ceteris paribus to regard themselves as more important than other people affected by their decisions (Kant, 1785; Bentham, 1789; Rawls, 1971; Scanlon, 1998; for an exception, see Sidgwick, 1874). Her argument highlights that decision makers need not sacrifice their own lives to save a greater number of people; she does not show, though, that people may (ethically speaking) except themselves from a burden (e.g., risk of death) that affects six people including themselves.

	Proportional risk takes these ethical considerations into account. According to this approach, the driver (decision maker) must allocate to him- or herself the same chance of survival (1/6) as all of the other people affected in the trade-off scenario. Although this allocation imposes a significant burden on the decision maker—a 1/3 chance of perishing—the decision-making procedure meets important ethical standards related to consequentialism, equal concern and respect, and (especially) recognition. As such, if the driver is concerned about doing the ethical thing, the driver should accept the same amount of risk as the other people involved in this highly unfortunate—even “tragic” (Williams, 1972)—trade-off scenario.
PROPORTIONAL RISK AND DRIVERLESS CARS
		Now that I have presented and defended the proportional risk approach, I set forth the algorithm that this approach selects, (5.1) recognize everyone’s interests. After explaining how this algorithm addresses the inconsistency in people’s beliefs and attitudes about driverless cars, identified above, I discuss (5.2) legal liability issues in implementing the recognize-everyone’s-interests algorithm.
An Ethical, Practicable Algorithm for Driverless Cars
Four alternatives for an ethical, practical algorithm for driverless cars have been introduced above: kill fewer people, passengers over pedestrians, equal concern for outcomes, and recognize everyone’s interests. The rest of the paper will provide a rationale for choosing among these algorithms with an eye to corporate ethics: i.e., for determining which algorithm(s) comport with both consumers’ belief that driverless cars should kill fewer people and their attitude that they would not purchase a car that would automatically sacrifice them so as to save a greater number of people (Bonnefon, et al., 2016). 

In this context, the kill-fewer-people- and passengers-over-pedestrians algorithms seem immediately problematic. Kill fewer people conflicts with consumers’ attitude that they would not purchase a car that would automatically sacrifice them so as to save a greater number of people in the sense that this is exactly what the kill-fewer-people algorithm is programmed to do. It sacrifices the driverless car’s passenger(s) whenever doing so would save a greater number of people. Passengers over pedestrians, in turn, comports poorly (the worst of the four algorithms considered) with consumers’ beliefs that driverless cars should kill fewer people. This algorithm takes no account of the number of people affected. It protects passengers even when doing so would cause a great number of other people to lose their lives.
		The account of recognition offered above also appears to rule out the passengers-over-pedestrians- and kill-fewer-people algorithms. Recognition forbids these algorithms because both exclude the interests of certain parties to the decision of whom to kill and spare: pedestrians, in the former, and the individual (or smaller group) in the latter. Equal concern and respect also rejects both algorithms. The passengers-over-pedestrians algorithm fails to show equal concern and respect for pedestrians in the sense that passengers’ survivals are automatically privileged over pedestrians’ survivals. The kill-fewer-people algorithm, in turn, does not treat members of the smaller group with equal concern and respect in the sense that their survivals are automatically deprioritized to the survivals of members of the larger group.
		That leaves two candidate algorithms: equal-concern-for-outcomes and recognize-everyone’s-interests. As described above; recognize everyone’s interests fares better under consequentialism; equal concern for outcomes is preferred by equal concern and respect. The standard of recognition, in turn, favors recognize everyone’s interests over equal concern for outcomes, on the following rationale. Although the equal-concern-for-outcomes algorithm does not categorically exclude any parties, it does little to recognize the individual interests of parties in trade-off scenarios. As discussed above, the concepts underlying this algorithm (equal concern and respect) count the decision-making alternatives (i.e., how many different scenarios might result from the decision makers’ choice) but not the actual people who are affected in these various possible outcomes. Therefore, the concept of recognition does not appear to endorse the equal-concern-for-outcomes algorithm. It endorses the recognize-everyone’s-interests algorithm in the sense that this algorithm respects and protects the interests of all parties to the decision. 
Does the recognize-everyone’s-interests algorithm also seem more promising than the equal-concern-for-outcomes algorithm from the standpoint of the Bonnefon, et al. (2016) dilemma? Both algorithms do something to account for consumers’ interests in surviving unavoidable accidents. They could, therefore, be something that consumers would be willing to buy. The equal-concern-for-outcomes algorithm, though, does not comport well with consumers’ ethical belief that driverless cars should kill fewer people in trade-off scenarios (Bonnefon, et al., 2016). It seems directly contrary to these belief in the sense that the more people who are involved in trade-off scenarios, the higher the casuality rate under this algorithm, as illustrated in Table 2.
The various strengths and weaknesses of the candidate algorithms are summarized in Table 3. The algorithms (columns) are ranked (1-4) according to how well they meet the various standards (columns) on a relative basis: “1” meets the standard the best of any candidate algorithm; “4” meets the standard worst. Two algorithms (kill fewer people and passengers over pedestrians) both fail to meet two of the standards (equal concern and respect and recognition); both algorithms receive a ranking of “3” for these standards.

------------------------------
Insert Table 3 about here
------------------------------
Recognize everyone’s interests thus does the best job of meeting these four standards in the sense that it meets all standards either best or second best of any of the other algorithms. Although this is not a resounding victory—as an algorithm that received all or a majority of rank “1” would be—it is decisive among the candidate algorithms. Given such a diverse set of ethical standards, moreover, it seems fortunate that one algorithm can do so much to satisfy so many of them. In this sense, the recognize-everyone’s-interests algorithm is the clear choice for an ethical and practicable algorithm for driverless cars.
Liability Issues Related to the Recognize-Everyone’s-Interests Algorithm
		Before concluding that it should be implemented, I sketch liability issues related to the recognize-everyone’s-interests algorithm. There are several interesting questions: (5.2.1) how liability for crashes involving driverless cars will be handled, generally; (5.2.2) whether the recognize-everyone’s-interests algorithm is compatible with this strategy; and (5.2.3) what particular issues arise if consumers are allowed to select various algorithms, including but not limited to recognize everyone’s interests. I consider these questions in turn.
			Liability in trade-off crashes generally
		The first legal issue regarding trade-off crash scenarios is whom to hold liable when trade-off crashes occur as a result of an algorithm’s decision making: especially when the algorithm is functioning as intended (as opposed to when a defect in the algorithm or error causes the crash). Of scholars who have addressed the topic of how to regulate recovery in crashes caused by the algorithms of driverless cars, most favor strict liability (Colonna, 2012; Duffy and Hopkins, 2013; Villasenor, 2014). Strict liability appears practicable as this scheme avoids the difficulty that no human may control a driverless car as it crashes: neither the person who owns the car, nor any passengers, nor the person who designed the algorithm (Duffy and Hopkins, 2013: 474). The controversial question is which party is (strictly) liable for damages.
Boeglin (2015: 185) identifies which parties could most plausibly be liable in the case of a crash caused by a driverless car’s algorithm: the car’s owner(s), passenger(s), manufacturer(s), and/or the government. Most scholars discussed above favor holding car owners or manufacturers liable. Scholars are split, though, over who should be held liable: car owners (Duffy and Hopkins, 2013; Brodsky, 2016) or manufacturers (Villasenor, 2014). Some favor imposing strict liability on owners rather than manufacturers so as not to inhibit innovation (Duffy and Hopkins, 2013: 474-75; Brodsky, 2016: 864-65). If manufacturers were strictly liable for damages associated with their driverless cars, they might be less inclined to pursue new designs that could have many social benefits. Others argue that manufacturers should be liable for recovery on the grounds that manufacturers are responsible for algorithms’ designs (Colonna, 2012). To help manufacturers avoid catastrophic damages, these scholars suggest that the federal government should set vehicle inspection standards and impose a cap on recovery (Colonna, 2012: 118-126). 
Liability in trade-off crashes involving recognize everyone’s interests
Of these options, the recognize-everyone’s-interests algorithm seems to conform best to strict liability for manufacturers, or perhaps the government. Because this algorithm’s decision-making strategy is probabilistic—i.e., different from ordinary, deterministic human decision-making—it seems less natural to attribute liability to owners or passengers when this algorithm is used. Attributing liability to manufacturers seems sensible to the extent that manufacturers have designed the algorithm. Attributing responsibility to the government also seems sensible. The algorithm seeks to serve the social good of saving more lives (i.e., than the passengers-over-pedestrians or equal-concern-for-outcomes algorithms) while still being attractive to individual consumers. The social good aspect of the algorithm might make it well suited for government backing. 
Liability and consumer choice about algorithms
As driverless cars enter the marketplace, it is possible that consumers may be able to choose the algorithms that guide their driverless cars. Boeglin (2015: 185) examines a variety of paradigms that people buying driverless cars might select to serve their particular values. The recognize-everyone’s-interests algorithms might be considered a paradigm of this type. The possibility that consumers could select this aspect of their algorithm supports assigning strict liability to the cars’ owners. Ensuing legal ramifications, though, challenge the propriety of assigning customers this power. Consider a plaintiff injured in a crash involving the recognize-everyone’s-interests algorithm. Such a plaintiff might reasonably seek to collect damages via the judicial system, particularly if a different algorithm would not have caused the plaintiff’s injury (Vladeck, 2014: 132-33). 
This possibility reveals a weakness in the project of designing ethical algorithms for driverless cars. Any algorithm can be endlessly challenged in courts by the plaintiffs it harms. In trade-off crash scenarios, though, harm is unavoidable. Because recognize-everyone’s-interests does the most to meet the four ethical standards considered above, it might be considered (overall) preferable to the alternatives. Still, this worry is a serious one for algorithm designers. Because it appears problematic for all algorithms governing trade-off crash scenarios—not just recognize everyone’s interests—I do not seek to resolve it in the context of this paper introducing and defending the recognize-everyone’s-interests algorithm. Rather, I raise the worry to acknowledge the formidable challenges that algorithms face vis-à-vis trade-off scenarios.
CONCLUSION
	In this article, I posed a problem for corporate ethicists as regards the business of designing and manufacturing driverless cars. Whereas empirical research shows that people believe that an algorithm programmed to kill fewer people in trade-off crash scenarios is ethical, the same people indicate that they would not be willing to buy a car that would kill them in order to save a greater number of people. In response to this dilemma, I searched for an algorithm that would kill fewer people without ignoring the interests of any of the parties (including the less numerous group) involved in trade-off crash scenarios.
	I considered four candidate algorithms: kill fewer people, passengers over pedestrians, equal concern for outcomes, and recognize everyone’s interests. To evaluate these algorithms, I applied standards used in the literature concerning trade-off scenarios. I focused on the standards of best consequences and equal concern and respect, which have received the most attention to date. Best consequences was challenged by consumers’ preference that their driverless cars should not automatically seek the best consequences in trade-off crash scenarios involving them (i.e., that driverless cars should not kill them in order to save a greater number of people). When equal concern and respect, in turn, was challenged by difficulties concerning quantification—i.e., that it is unclear whether five people are entitled to five times the quantity of concern and respect to which one person is entitled, or the same quantity, or some other quantity—I introduced the concept of recognition. I showed that an algorithm that recognized the interests of all of the people involved in trade-off scenarios would satisfy people’s concern that driverless cars should not kill them in order to save a greater number of people. Although people may not, ethically speaking, privilege their own interests over other people’s on grounds of self-interest, alone, they may demand that a decision-making procedure recognize their interests. The recognize-everyone’s-interest does this while killing fewer people than any algorithm other than kill fewer people itself.
At the beginning of this paper, I speculated that reflecting on what is the ethical thing to do in trade-off scenarios could produce driverless cars whose decisions are more ethical than those produced in ordinary human decision-making. The recognize-everyone’s-interests algorithm decides what to do in a manner that is more balanced and impartial than ordinary decision-making; as such, its decisions may very well be more ethical. A problem emerged for this algorithm when legal considerations were applied, however. People injured by decisions made by recognize-everyone’s-interests algorithms could sue, apparently reasonably, on the ground that they would not have been injured under alternative algorithms. 
If a conclusion finally emerges from all of these reflections, it is that driverless car programmers should, ethically speaking, not be thinking about sacrificing anyone. They should, rather, be thinking about ways to reduce overall mortality while still recognizing the interests of all people affected by driverless cars: owners, passengers, pedestrians, and other motorists. The respect-everyone’s-interests algorithms brings these concerns together; as such, even if imperfect, this article shows that it has a place in thinking about driverless cars.
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Table 1

	Approach
	Standard
	Algorithm

	[Consequentialism]
	Best consequences
	Kill fewer people

	Equal risk
	Equal concern and respect
	Equal concern for outcomes

	Proportional risk
	Recognition
	Recognize everyone’s interests

	[Egoism]
	Self-interest
	Passengers over pedestrians



 

Table 2
	Ratio
	 Consequentialist 
 EV
	Equal Risk 
EV
	% Difference
C to ER
	 Proportional Risk 
 EV
	% Difference
C to PR

	1:1:4
	5
	3
	40
	4.33
	13.4

	1:10
	10
	5.5
	45
	9.18
	8.2

	1:100
	100
	50.5
	49.5
	99.01
	0.99

	1:50,000
	50,000
	25,000.5
	49.999
	49,999
	0.02


 

	
	Kill fewer people
	Equal concern and respect
	Recognize everyone’s interests
	Passengers over pedestrians

	Best consequences
	1
	3
	2
	4

	Equal concern and respect
	3
	1
	2
	3

	Recognition
	3
	2
	1
	3

	Self-interest
	4
	3
	2
	1



Table 3
	31
